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ROBERT WINTERS

Head of Business Intelligence, TravelBird

With ten years’ experience leading analytics teams across retail, gaming, travel, and telecom, I’ve had the opportunity to roll out several

successful big data projects based on a variety of platforms. In my current role as Head of BI at TravelBird I am responsible for the

infrastructure, development, and products associated with personalization, business intelligence, A/B testing, and general business analytics.

Ten years’ experience in analytics, five years with Vertica and big data

About Me
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What is different about big data?
Architecting for real-time big data analytics

Volume
The average Fortune 500 

company has 235 terabytes of 

data, doubling every two years. 

However, only 0,5% of data is 

used for analysis

Velocity
“Real-time” has gone from “by 

start of business tomorrow” to 

“within milliseconds”.

Variety
More than 70% of data is semi-

structured/unstructured and 

growing more complex; user 

generated content is one of the 

richest sources of information.

Veracity
Increasing volume, velocity, and 

veracity with decreasing control 

leads to lower reliability of any 

given data point. Data can arrive 

several times, out of order, or 

not at all.
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NEW INSIGHTS
Big data analysis has allowed us to 

discover which days were in demand 

but unavailable, how often individuals 

read a given email, and how much 

patience people have for video ads.

NEW OPPORTUNITIES
The power of additional insights has 

unlocked additional revenue streams 

via product creation, new partnerships 

based on insights, and demand-driven 

optimisation.

PREDICTIVE 

POWERHaving thousands of events per 

customer allows us to know what to 

say, when to say it, and how to say it 

on an individual level.

BETTER CONTROL
Real time monitoring of events 

provides faster identification of service 

failures and risk identification, reducing 

the risk of negative customer 

experiences.

What can big data bring?
Architecting for real-time big data analytics
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Features benefiting from real-time analytics
Architecting for real-time big data analytics

A number of features can be built based on real-time data processing feeds which significantly improve customer experience and business performance. 

All of the above have either been tested or are under development.

Personal 

Suggestions
Suggestions can be made 

based on changing 

behaviour, maximising

relevancy

Behaviour

Prediction
Models can estimate 

emotional propensity, 

activating business rules

Product 

Optimisation
Offer content and pricing can 

be adjusted continuously 

based on customer behaviour

Experience 

Improvement
Customer interactions can 

highlight demand or difficulty, 

allowing rapid correction

Relevant 

Messaging
Messaging can be send at 

the exact moment of 

effectiveness based on 

location or state
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1,7M 75% 33% 48%

Staff shortage
McKinsey estimates 

that 1,7M unstaffed big 

data positions will exist 

by 2018.

Management 

Complexity
75% of companies 

report big data 

platforms as somewhat 

or extremely 

challenging

Untrustworthy
One in three business 

executives reports their 

big data sources as 

untrustworthy

Value Creation
Almost half of all big 

data projects create 

low or no ROI for 

organisations

But it brings new challenges
Architecting for real-time big data analytics
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Architecture to enable real-time big data
Architecting for real-time big data analytics

Data Collection
How you gather data must be 

extremely highly performant, 

dynamically scalable, and able 

to ingest both unstructured and 

structured records.

Data Pipeline
The data pipeline should 

support multiple speeds of 

processing and allow for out of 

sync or corrupted data.

Data Storage
In an ideal environment, storage 

allows for the analysis of both 

structured and semi-structured 

data and can horizontally scale.

Analytical Tools
Self-service oriented tooling 

dominates today’s BI 

requirements and should 

empower end users on all data 

sources.
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Real-time stream: when you need it now

For decisions and reporting where timeliness is more important than 

completeness, real time pipelines are used to achieve sub-second timing 

between the event and the targeted feed. This is useful for recommendations, 

in-session optimization, and monitoring.

“Slow” stream: when you need it right

At the same time, data is written to a more persistent store for later (eg. nightly) 

processing and analysis. This is used to ensure completeness, cleanliness, apply 

complex transformations, and ensure that data can be trusted.

Lamda Architecture
Architecting for real-time big data analytics
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Relational 

Pipelines

Data 

Bus

Event 

Collectors
Email, mobile, 

web events

JSON objects are created in 

clients and handed to event 

collectors. Success with both 

“roll your own” and open source 

(Snowplow).

Transactions and 
dimensions

To capture changes in 

production databases, both 

heterogenous replication and a 

pull-based approach can be 

used.

Landing point for 
data streams

Both stream types write to a bus 

(Kafka, Kinesis, etc) which 

makes the data available for 

both real time analysis and ELT.

Data Collection
Architecting for real-time big data analytics
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Data Processing
Architecting for real-time big data analytics

Data is read directly off 

the bus, receives 

minimal transformation, 

and pipes each event 

into the real time 

systems. No validation 

is done for quality or 

completeness.

STREAM 

PROCESSING

Every few minutes, 

batches are fetched 

from the bus for more 

robust processing, 

loading to the DWH for 

analysis, and rotated to 

permanent storage.

BATCH 

PROCESSING

Every hour, data from 

all sources is processed 

into the “system of 

truth” data warehouse 

model and subjected to 

all business rules 

before presentation to 

reporting.

TRADITIONAL 

ETL
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The data problem that you are optimising for dictates the best technology for that scope. With the prevalence of cloud hosting

and managed solutions, having a variety of components in your landscape is easier and more cost effective than ever.

For teams dealing with mostly relational data 

in the tens/hundreds of terabytes range, a 

MPP column store is often the best tool for 

the primary data environment.

Real time aggregations in Redis or Spark 

often provide the fastest way to get 

meaningful insights from your data when 

seconds matter.

Some form of “data lake” should exist to 

keep a snapshot of all time and allow broad 

analysis. The lake could be either Hadoop or 

a well organised file store like S3/GFS.

We can use these technologies in 

conjunction to have a performant, federated  

data platform.

Data Persistence
Architecting for real-time big data analytics
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Speed of data loading
Data loading which took 70 minutes in Redshift 

completes in nine minutes in Vertica, lowering time to 

analysis

Flex tables
All event data is loaded as semi-structured JSON, 

allowing rapid iteration without any DB changes

Ease of administration and tuning
Adjusting table structure for performance 

optimisation is trivially easy; multiple projections can 

be built to cover different query types

High performance queries
Queries complete orders of magnitude faster than OLTP 

systems or Hive, allowing faster iteration in analytics

Event series analytics
We use event analytics to do complex analytics like 

dynamic sessionization using simple SQL

Significant SQL 

extensionsExtensions for text analytics, data manipulation, and 

analytical aggregation allow us to do most work directly 

in the database, speeding analysis 

Why Vertica
Architecting for real-time big data analytics
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Tableau PythonSpark
Machine learning

Predictive analytical models are 

built and evaluated within spark 

running on AWS, then loaded 

into Vertica for user scoring

Business analysis

Business users analyse data via 

Tableau’s web interface, 

generating >1000 view requests 

per day.

Data analysis

General data analytics including 

forecasting and regression is 

conducted via python models on 

top of Vertica queries

Analysis Tooling
Architecting for real-time big data analytics
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Service oriented

Using a number of simple 

services provides 

technical flexibility

Analytics focused

Every aspect of the stack 

either supports analysis 

or application of insight

Low cost

Use of cloud and 

dynamic scaling allows 

excellent cost 

management

Cloud based

AWS hosting allows 

infinite scaling and easy 

administration

All Together

$



www.robertwinters.nl

15

Personalised 

Emails
Delivered +20% CTR and 

+35% offer views vs 

marketing selections

Clustering
Achieved a 60% reduction in 

email pressure while 

maintaining 90% of clicks

Individual 

Suggestions
+11% increase in content 

consumption

Calendar 

Heatmap
Increased price based on 

demand, increasing margin 

while maintaining sales

Feature Successes
Successes across a variety of market segments
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Questions?

Rob Winters wintersrd@gmail.com    http://www.robertwinters.nl 


